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Introduction

Support vector machines are state-of-the-art classifiers.

But the metaparameters selection can take a long time.

what if we could reduce the computational burden ?

This presentation introduces

a new kernel based on extreme learning machines

which allows solving non-linear problems

with no additional kernel paramater.



Non-linear support vector machines

SVMs are maximum margin classifiers.

margin: distance from the hyperplane to its closest points



Non-linear support vector machines

SVMs are maximum margin classifiers.

SVMs are linear. . . but most real problems are non-linear !

x vs. y ↔ ???

⇔

x2 vs. y2 ↔ x2 + y2 ≤ r2

Idea: use φ to map data in a high-dimensional feature space.

kernel function is defined as k(x , y) = 〈φ(x), φ(y)〉



Using kernels in practice

In practice, the RBF kernel is very often used.

k(x , z) = exp(−γ‖x − z‖2)

Very good results are obtained, but we need to tune

the regularisation constant C

the kernel parameter γ

With 10-folds CV and only 10 values for C and γ: 1000 SVMs !

Question: can we classify as well with no kernel parameters ?



Extreme learning machines

Extreme learning machines (ELMs) are fast models:

1 a first layer of weights is randomly initialised

2 data are mapped to the hidden layer of neurons

3 only output weights are optimised using linear regression
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Extreme learning machines

Extreme learning machines (ELMs) are fast models:

1 a first layer of weights is randomly initialised

2 data are mapped to the hidden layer of neurons

3 only output weights are optimised using linear regression



The ELM kernel

The random first layer is a non-linear mapping x → φ(x).

This mapping allows defining

a random, explicit feature space

where dot products can be computed.

The ELM kernel is defined as

k(x , z) =
1

p
〈φ(x), φ(z)〉

where p is the number of neurons.

What if we use the ELM kernel with SVMs ?



Is tuning necessary: RBF kernel (1)

Movie: evolution of the SVM decision function as γ increases.

Tuning the γ parameter is obviously very important.



Is tuning necessary: RBF kernel (2)

Experiments on UCI datasets: confirm the need for tuning.



Is tuning necessary: ELM kernel (1)

Movie: evolution of the SVM decision function as p increases.

For large values of p, tuning seems unecessary.



Is tuning necessary: ELM kernel (2)

Experiments on UCI datasets: p does not need to be tuned.



Experimental comparison

Experiments suggest that p can be chosen large enough.

no more kernel parameter to be tuned

only C has yet to be tuned

faster metaparameter selection

But do we really obtain satisfying results ?

Experiments on seven UCI datasets.

using 10-fold double cross-validation

accuracy and computational time compared

MATLAB and LIBSVM implementations



Experimental comparison - accuracies

Test accuracies for RBF and ELM kernels.

RBF kernel ELM kernel (p∗) ELM kernel (ps)
1 Bupa 72 (69−76) 71 (64−77) 72 (64−80)
2 Cancer 97 (95−98) 97 (96−98) 97 (96−98)
3 Diabetes 76 (73−80) 76 (74−78) 76 (74−79)
4 Heart 77 (72−82) 75(70−80) 77 (72−83)
5 Ion 95 (92−98) 95 (92−97) 95 (92−97)
6 Parkinsons 93 (91−96) 92 (88−96) 92 (88−96)
7 Sonar 89(83−95) 87 (83−90) 85 (83−88)

No significant difference for any dataset.



Experimental comparison - computation times

Computation times for RBF and ELM kernels.

RBF kernel ELM kernel (ps)
1 Bupa 140 (139−141) 5 (5−5)
2 Cancer 292 (290−293) 3 (3−3)
3 Diabetes 594 (586−602) 27 (27−28)
4 Heart 100 (98−101) 1 (1−1)
5 Ion 169 (168−170) 1 (1−2)
6 Parkinsons 36 (35−36) 1 (1−1)
7 Sonar 96 (95−96) 1 (1−1)

ELM kernel is significantly faster for all datasets.



Conclusion

The ELM kernel offers a fast alternative to the RBF kernel.

no kernel parameter to tune

state-of-the-art results

We are currently working on

explaining why the lack of parameter is not a problem

applying the ELM kernel on more problems
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