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What does it Mean for a Machine to Learn ?

Machine learning studies how machine can learn automatically.

Learning means to find a model of data.

Three steps:
specify a type of model (e.g. a linear model)
specify a criterion (e.g. mean square error)
find the best model w.r.t. the criterion



Overview of the Presentation

Clustering of geographical curves.
goal: extract knowledge about cities

Segmentation of electrocardiogram signals.
goal: allow automated diagnosis of heart disease

Selection of relevant variables.
goal: improve the interpretability of data / performances



Clustering of Geographical Curves



Context of the Application

Common work with geographers:

Clustering patterns of urban built-up areas
with curves of fractal scaling behaviour

Thomas, I., Frankhauser, P., Frénay, B., Verleysen, M.
Environment and planning B 37 (5), 942, 2010

Geographers were interested in getting knowledge about cities:
each city is represented as a curve
the goal is to find groups of cities



About the Data: Built-Up in Urban Areas

How can we characterise the built-up within urban areas ?

Built-up is complex and multi-scale !



About the Data: Fractal Curves (1)

Curve of fractal behaviour α(ε): built-up concentration across scales.
α(ε) = 2: homogeneous mass distribution
1 < α(ε) < 2: connected clusters
0 < α(ε) < 1: detached clusters
α(ε) = 0: isolated point



About the Data: Fractal Curves (2)



About the Data: Fractal Curves (3)



Clustering of Curves with K-medoids

K-medoids: find m representative curves cj / clusters Cj minimising

J(c1, . . . , cm) =
m∑

j=1

∑
i∈Cj

d(xi , cj)2 (1)



Result: Cluster 1

Classic dense urban areas: city centres with root-like built-up patterns and
detached houses aligned along roads with small distances between buildings.



Result: Cluster 2

Areas with buildings covering large irregular areas: free-standing industrial
or office buildings, where intrabuilding distances are considerable.



Result: Cluster 3

Atypical scaling curves: new town of Cergy-Pontoise in France, which was
created in 1969 to manage the development of the Paris Region.



Conclusion

Machine learning allowed analysing a large number of curves.

Typically difficult to do manually.

Another advantage is that you can easily update the result.

Geographers were very happy with the results !



Hidden Markov Models
for ECG Segmentation



What is an Electrocardiogram Signal ?

An ECG is a measure of the electrical activity of the human heart.

Patterns of interest: P wave, QRS complex, T wave, baseline.



Example of Label Noise in ECGs



What is our Goal in ECG Segmentation ?

Task: split/segment an entire ECG into patterns.

Issue: some of the annotations of the experts are incorrect.

Probabilistic model of sequences with labels
hidden Markov Models (with wavelet transform)



Label Noise-Tolerant Hidden Markov Models

S1, . . . , ST is the sequence of true states (ex.: state of the heart).

P(St |St−1)

O1, . . . ,OT is the sequence of observations (ex.: measured voltage).

P(Ot = ot |St = st)

Y1, . . . ,YT is the sequence of observed annotations (ex.: P , QRS or T ).

P(Yt |St)
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Expectation-Maximisation Algorithm

Non-convex function to optimise:

logP(O,Y |Θ) = log
∑
S

P(O,Y , S |Θ),

Solution: EM algorithm.

The true labels are estimated and used to compute the parameters.



Experimental Results on ECGs

Supervised learning, Baum-Welch and label noise-tolerant.



Conclusion

Proper probabilistic modelling of label noise improves results.

Label noise-tolerant HMMs give good results for ECG segmentation.

Results published in: Frénay, B., de Lannoy, G., Verleysen, M. Label
Noise-Tolerant Hidden Markov Models for Segmentation: Application to
ECGs. In Proc. ECML-PKDD 2011, p. 455-470.

More on label noise: Frénay, B., Verleysen, M. Classification in the
Presence of Label Noise: a Survey. IEEE TNN-LS, submitted.



Selection of
Relevant Variables



Example of Feature Selection: Diabetes Progression

Goal: predict the diabetes progression one year after baseline.

442 diabetes patients were measured on 10 baseline variables.

Available patient characteristics (features):
1 age
2 sex
3 body mass index (BMI)
4 blood pressure (BP)
5 serum measurement #1

. . . . . .
10 serum measurement #6



Example of Feature Selection: Diabetes Progression

What are the best features ?

3 body mass index (BMI)
9 serum measurement #5
4 blood pressure (BP)
7 serum measurement #3
2 sex

10 serum measurement #6
5 serum measurement #1
8 serum measurement #4
6 serum measurement #2
1 age

Figure reproduced from Efron, B., Hastie, T., Johnstone, I., Tishirani, R.
Least Angle Regression. Annals of Statistics 32 (2) p. 407–499, 2004.
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Example of Feature Selection: Diabetes Progression
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Example of Feature Selection: Diabetes Progression

What are the 10 best features ?
3 body mass index (BMI)
9 serum measurement #5
4 blood pressure (BP)
7 serum measurement #3
2 sex

10 serum measurement #6
5 serum measurement #1
8 serum measurement #4
6 serum measurement #2
1 age

Figure reproduced from Efron, B., Hastie, T., Johnstone, I., Tishirani, R.
Least Angle Regression. Annals of Statistics 32 (2) p. 407–499, 2004.



What is Feature Selection ?

Problems with high-dimensional data:
interpretability of data
curse of dimensionality

Feature selection consists in using only a subset of the features:
selecting features (easy-to-interpret models)

Question: how can one select relevant features ?



Measuring (Statistical) Dependency: Mutual Information

Uncertainty on the value of the output Y :

H(Y ) = E
Y
{− log pY (Y )} .

Uncertainty on Y once X is known:

H(Y |X ) = E
X ,Y

{
− log pY |X (Y |X )

}
.

Mutual information (MI):

I (X ;Y ) = H(Y )− H(Y |X ) = E
X ,Y

{
log

pX ,Y (X ,Y )

pX (X )pY (Y )

}
.

MI is the reduction of uncertainty about the value of Y once X is known.
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Conclusion



Take-Home Messages

Machine learning is intrinsically multidisciplinary.

Lot of challenges remain, but it is used in many applications.

Whether you are a theoretician/experimenter, machine learning is
interesting and allows you to work in a large spectrum of domains.

If you need help with your data, ask the Machine Learning Group !



Thank you for your attention !

I hope it was interesting for everyone.

Any questions ?


	Label Noise in Classification

